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(1) Test Collection
Selection

(A) Persona-based

(B) User group-based

(C) Textual transf.-based
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(2) Query Variant Generation
Prompting GPT-4 to Generate Query Variants Given Three Methods with Different 
Transformation Profiles
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Test Collection
(with query variants)

DL21 and DL22
for seed queries 

(RQ1) How valid are the LLM-generated query 
variants? 

1.1 Lexical Variation: Do variants differ lexically 
from seed queries?

1.2 Semantic Similarity: Are variants 
semantically similar to seed queries?

1.3 Profile Alignment: Are variants likely to be 
generated by their respective profiles?

(4) Running Seeds and 
Variants on Systems

(RQ2) Do the generated query variants change 
the outcome of system evaluation?

2.1 System Ranking: How do query variants 
impact on relative system effectiveness ranking?

2.2 User Equity: Do systems serve users equally? 
(E.g., is a domain novice served as effectively as a 
domain expert?) 

Transformation ProfilesTransformation Methods
(3) Query Variant Assessment

(5) System Evaluation

System
Runs

(1) Experiment Pipeline and Research Questions  

(RQ1) Query Variant Assessment 
(2) Results 

(3) Opportunities and Challenges 

(RQ2) System Evaluation

The generated variants are different and 
seem to reflect their demographics.

(1.1) Automatically generated features for lexical 
similarity and profile alignment

(1.2) Human assessment for semantic similarity and 
profile alignment 

(2.1) System Ranking

(2.2) User Equity

• An opportunity to expand queries in existing test 
collections to capture user variability.

• However, query validation is a challenge:
• Do LLMs generate realistic queries?
• Do they enforce some stereotypes? 

• Query variants can be difficult to evaluate due to 
relevance judgment holes.

• As queries vary, so does relevance.

Variants are 
topical and 
reasonably 
aligned with 
demographics.

Variants provide new evaluation 
perspectives.

ICTIR’25

ANOVA effect size: Dark = large (≥ 0.14), Light 
= small (≤ 0.06)

Kendall’s  𝜏  and Active, Passive, and Mixed Agreement (AA, 
PA, MA) and Disagreement (AD, PD, MD)


